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The Shirazproject includedan evaluationcomponent:two ‘glass-box’evaluationshave beenperformed
duringtheprojectaswell asa black-boxevaluationat theendof theproject.Theevaluationswerebased
on theuseof abilingual taggedtestcorpusof 3000sentences.Evaluationtoolsweredevelopedin orderto
automatetheevaluationprocess.Theglass-boxevaluationsincludedtheevaluationof componentsof the
MT system,and in particular the Persianmorphologicalanalyzer, the dictionary and the parser. The
evaluationof thetranslationsthemselves(black-boxevaluations)wereperformedmanuallyon a subsetof
the test corpus.This paperoutlines the problemsencounteredin trying to use theseevaluationsfor
development and testing purposes as well as traditional ‘off-line’ evaluations.

1 Introduction
TheShirazmachinetranslationsystemis a transfer-basedMT prototypethat translatesPersiantext into English.
The project began in October1997 and the final versionwas deliveredon August 1999 (http://crl.nmsu.edu/
shiraz/).The systemusestyped featurestructuresand an underlyingunification-basedformalism to describe
Persianlinguistic phenomena.It is ableto run on Unix aswell asWindows machines.TheShirazsystemusesan
electronic bilingual Persian to English dictionary consisting of approximately50,000 terms, a complete
morphologicalanalyzeranda syntacticparser. Thesystemcomponentsweretestedon a bilingual taggedcorpus
developedfrom alargePersiancorpusof on-linematerial(approximately10MB). Themachinetranslationsystem
is mainly targeted at translating news material.

The evaluationswereidentifiedasimportanttasksin the project.In orderto minimize duplicationof work, one
constraintset in the project’s statement-of-work wasthe dual useof theseevaluationsfor externalpurposes(to
give thesponsorsanimageof thesystemat a givenpoint in time) aswell asfor internaltesting.In this paper, we
presentthe lessonsof theseevaluationswith regard to theuseof evaluationfor testingpurposes.Two glass-box
evaluationsweremeantasa tool for developers(to help themidentify recurringproblems)andalsoasa tool for
the sponsor, to measurethe internal quality of the software and to measureprogress.Thesetwo goalsproved
somewhatconflictingandalthoughtheevaluationtoolsattemptedto provide answersfor bothkindsof users,the
results were not really satisfactory to either.

This experienceled us to develop morespecifictools that answermorespecificneeds,andin particulartesting
tools.In particular, weconsiderissuessuchastheconstructionof thetestcorpus,thechoiceof evaluationcriteria
andtheautomationof theevaluationprocess.Theparalleltestcorpuswasinitially preparedby collectingon-line
news articlesfrom Persiannews web sitesandextractinga setof sentencesvariedalongsyntacticanddomain
dimensions.The translationof thesetest itemswasdonemanuallyby a Persiannative speaker. We presentthe
initial guidelinesfor corpuspreparation,theproblemsencounteredin building andusingthis testcorpus,andin
retrospect,whatcouldhavebeenabetterprocedure.Black-boxevaluationswereperformed(manually)duringthe
courseof the project to assessthe global quality of the systemand identify problemsthat werenot taken into
accountduringtheglass-boxevaluations.Giventheconstraintson resources,this couldbedoneonly on a subset
of thetestcorpus.Weoutlineanautomatedevaluationprocedurethattestssomeof thepropertiesof aappropriate
translation.

2 Construction of the test suite
Thesentencesof thetestsuitearerepresentative of contemporaryjournalisticprose;they wereall collectedfrom
theon-lineIraniannewspaperHamshahri(http://www.hamshahri.org/). All sentencesweremanuallytranslatedat
CRL. ThePersiansentencesweremanuallytaggedfor partof speechandbracketedto indicateNounPhrasesand
PrepositionalPhrases.TheEnglishsentenceshavebeentaggedautomaticallyfor POSandphrasesusingUPenn’s
SuperTagger(Doranet als.94). The sentencesbelow representan exampleof a taggedPersiansentence(in the



Shiraztransliteration)and its correspondingEnglish translation.The examplein (1) representsa sampleof a
taggedsentencefrom thecorpus.NounPhrasesaretaggedasnp, PrepositionPhrasesaspp. Relative clausesthat
have beenseparatedfrom their headsby an interveningverbarelinked to theheadNP by an index (e.g.,np1 in
this example). A gloss is provided in (2).

(1) [flsTyny|n<n>]
np rvz sh ^snbh<day> nyz<av>[zd v xvrd<n> xvnyny<ad>[b|<pre> nyrvh|y<n>

|sr|iyl<pn>]
pp]np1 d|^stnd<v>[kh<rel> [Ty<pre> anh|<per>]

pp, [[yk<num> flsTyny<n> [bh n|m<pre>

n|dr s@yd<pn>]
pp]np 24<dig> s|lh<ad>]

np k^sth<v1> v<con>[yk<num> nfr<n> dygr<ad>]
np

zxmy<ad>^sd<v>.]np1

(2) [Palestinians<n>]
np day Tuesday<day> also<av>[clash<n> bloody<ad>[with<pre> forces<n>

Israel<pn>]
pp]np1 had<v>[that<rel> [during<pre>them<per>]

pp, [[one<num>Palestinian<n> [to name<pre>

Nader Said<pn>]
pp]np 24<dig> year old<ad>]

npdead<v1>and<con>[one<num> person<n>other<ad>]
np

injured<ad> became<v>.]np1

Thecorpuswascollectedandtranslatedat theverybeginningof theprojectandnostrictguidelineswereprovided
to thetranslators.Theonly guidelinesprovidedfor selectingthesentenceswerethatsyntacticconstructionswere
to be as varied as possible,and the sentenceswere to be extractedfrom articlesin variousdomains(politics,
economy, religion, education,entertainment,etc.). In the courseof using the translationsas a benchmarkfor
evaluatingtheautomatictranslations(black-boxevaluations),werealizedthatmanualtranslationswere,asshould
have beenexpected,not ‘literal translations’but sometimesparaphrasesthatwould addnew materialor remove
somematerial from the sourcesentence.When possible,thesetranslationswere correctedto follow stricter
guidelines, for example:

• Produce a translation that is as close as possible to the source text

• All words shouldbe translated(that is, all contentwords) and no extra word shouldbe addedin the
translation

• Changetheword orderonly if theEnglishis not understandable(meaningthat theorderof complements
and adjuncts, for example, should stay the same unless there is a compelling reason to change it).

Theseguidelinesproducedtranslationsthat werestill goodtranslationsof the original andweremuchcloserto
the translationsproducedby the MT system,therebyfacilitating the comparisonfor evaluationpurposes.For
example,in thetranslationbelow, thephrasetheunemploymentfiguresdoesnot correspondwith thegrammatical
structureof thePersianphraseit is translating.“byk|r” [bikAr] is anounreferringto a joblessperson.However, in
thetranslationprovided,thewordunemploymentis used.In therevision, theappropriateequivalentof theword is
used,keepingthegrammaticalrelationof theword with theothercomponentsin thatphrase.Also, in thePersian
text, the word tsly bx^s[tasalli bakhsh]is used,which exists in the Shirazdictionaryasan adjective meaning
comforting. In translation,theword is paraphrased:hashada calmingeffecton. In orderto keepthe translation
closerto thePersiantext, andto usethevalid equivalentalreadyexisting in thedictionary, in revision, theword
comfortingis used which conveys the exact meaning:

Persian: b| vJvdykh<con> [|yn<det> t@d|d<n> byk|r<n>]np [dr<pre> |yn<det> m|h<n> [|z<pre>
s|l<n>]pp]pp bys|bqh<ad> |st<n>, [k|h^s<n> an<per> ]np t| Hdy<av> tsly bx^s<ad> dvlt<n> |st<v>.
Translation: Despite the fact thatthe unemployment figures of this month are unprecedented, the reduction
in numbershas had a calming effect onthe government.
Revised: Despite the fact that thisnumber of the unemployedof this month is unprecedented, the reduction
in numbers to some extentis comforting to the government.

In the following translation,kmyth n_Z|rt br tvlyd |@Z|y |vpk [komite-yenezArat bar tolide a’zAye opek],
referringto anOPECcommittee,is translatedword for word.After conductinganon-lineresearchin theOPEC’s
official web page (http://www.opec.org/faqs.htm#a10e)the actual name of the committee, the Ministerial
Monitoring Sub-Committeewasfound andusedin the revision. Also, in the sametranslation,the nameof the
Persianmonth,Ordibehesht[ordibehesht], wastranslatedinto May followedby thePersiandateof theday. That
is, 16thand17thof OrdibeheshtwastranslatedasMay16and17. Sincethesemonthsdonotactuallycorrespond,
16th and 17th of Ordibehesht was used in the revision.



Persian: qr|r |st<lv> [kmyth n_Z|rt br tvlyd |@Z|y |vpk<n>]np[dr<pre> rvz <n>16<dig> v<con> 17<dig>
|rdybh^st<mon> ]pp [dr<pre> |Sfh|n<pn> ]pp t^skyl Jlsh bdhd<lv>.
Translation: TheSupervisoryCommitteeonproductionof OPECmembers is dueto meetin EsfehanonMay
16 and 17.
Revised: OPEC’s Ministerial Monitoring Sub-Committee is due to hold a meeting in Esfehan on16th and
17th of Ordibehesht.

In thenext translation,riys hv|pym|yyk^svry|rdn [r aisehavApeimAyiyekeshvariyeordon], meaning“ theheadof
aviation of Jordan,” is translatedas the countrysair minister. riys, meaningheador chairman is translatedas
minister, andhv|pym|yyk^svrymeaningaviationasair. No translationis availablefor |rdn meaningJordan.The
translationhardlyconveys theintendedmeaningof thePersiantext. In therevision,to preventambiguity, thehead
of aviation of Jordanis used,every word of which is presentin the Shiraz dictionary. Furthermore,in the
translationfor the samesentence,the critical wordsbrn|mhprv|z[barnAmeye parvAz],meaningflight schedule
and @rf hv|nvrdy [orfe havAnavardi], meaningaviation convention are not translatedat all. The translation
providedfor thepartof thesentence,[[brn|mh prv|z<n>]np kh<rel> [@rf hv| nvrdy<n>]np , meaning...flight
schedulethat is regardedasaviation conventionis missed;the translatedphraseits flight path did not countas
enteringJordansair, doesnot seemappropriate.In the revision, theseproblemsarefixed.Note that the revised
translationis actually conveying the ambiguity presentin the Persiansentence.Although understandable,the
Persiansentencedoesnot make it clear whether, permissionfor passingthe sky of Jordanis regardedas an
aviation conventionor askingfor theflight scheduleor both.Only thereaders’knowledgewould help judgethe
case.The revision is meant to convey the exact meaning,maintaining the original ambiguity, rather than
interpreting it.

Persian: |m|<con>[dr<pre> |rdn<pn>]pp [[stv|n<ti> J|sm zy|d<pn>]np[riys<n> hv|pym|yy k^svry<n>
|rdn<pn>]np]np gft<v>: [hv|pym|y<n> @r|qy<ad>]np drxv|st<lv1>[|J|zh<n> @bvr<n> [|z<pre> asm|n<n>
|rdn<pn>]pp]np v<con>[[brn|mh prv|z<n>]np kh<rel> [@rf hv| nvrdy<n>]np mHsvb my~^svd<lv>]np,
nkrdh |st<lv>
Translation: But in Jordan Lieutenant Jasim Ziad, thecountrys air minister, said: the Iraqi plane did not
request permission to enter the Jordanian airspace and its flight path did not count as entering Jordans air.
Revised: But in Jordan,LieutenantJasimZiad,theheadof aviationof Jordansaid:theIraqi planedid notask
for permission for passing the sky of Jordan andflight schedule that is regarded as aviation convention.

3 Glass-Box Evaluations
Thebilingual taggedcorpuswasusedin theShirazprojectfor testingthe resultsof themorphologicalanalyzer,
the dictionaryentriesand the syntacticparser. For testingthe outputof morphologicalanalysisanddictionary
lookup, theGlass-BoxEvaluationsystemcomparedthe resultswith thehand-producedannotations.The results
were grouped as:

• Non-MatchingStructures,if thepart-of-speechmarkedin thecorpusdid notmatchthePOSobtainedfrom
morphologicalanalysisand dictionary look-up or, for syntax, if the syntactictree doesnot match the
parenthesized phrase.

• Non-MatchingSpans,if therangeof theannotationin thecorpusis differentfrom therangeproducedby
thesystem.This is thecase,for instance,if acompoundis not recognizedandonly theindividualpartsare
analyzed by the system,

• Matches,if boththespanandthestructureof thecorpusannotationmatchthespanandstructureproduced
by the system.

• No matches when a corpus annotation is not comparable to any result produced by the system.

As eachstageof theanalysismayproducemultiple outputs,theresultsarecomputedover all outputs.That is, if
morphologicalanalysisfor exampleproducesthreeoutputs,two of which arewrong,andoneright, that would
count as one match and two non-matches. As a result, in our glass-box evaluations, the precision is often low.

Matches In theexamplebelow, theGlassboxmodulehasmatchedthePrepositionPhrasegivenin curly brackets
{b| nyrvh|y|sr|iyl} (= with forcesIsrael)with thetagpp in thecorpus.Thenumbersin thebracketsprecedingthe
phrasalentry, ([43,61] in this example)mark the annotationspan.The numbersin the parenthesesindicatethe
numberof matches,thenumberof non-matches,andthenumberof overlappingspansor analyses,respectively. In



this case,thereis onematchandno non-matches.Thereare6 overlappinganalyses.Thesearenot indicatinga
problem,however, sincethe Glassboxsystemconsidersany analysissuchas the onesfor eachentry asa sub-
analysis.Thegraphof thesyntacticparsesfor thisPrepositionPhraseis shown in Figure1 with thecorresponding
number of analyses.

Certain elementsare matchedmore than once, without any apparentdifference.This is due to different
morphologicalanalysesthat arenot distinguishablefor the Glassboxmodule.In the examplebelow, the word
t_Z|hr|t [tazAhorAt] is a Noun in bothmatches.In thefirst case,however, it is interpretedasthe irregularplural
meaning “demonstrations” and in the second case as the nount_Z|hr “pretension” with a plural morpheme.

Non-matching structure Thefirst wordof example(1) resultsin onematchandonenon-matchasshown below.
This is due to lexical ambiguity of the entry, sinceflsTyny (Palestinian)can be either a noun or an adjective.
Hence,thesystemproducestwo parses,oneNounPhrase(whichhasbeenmatchedagainstthecorpusnp) andone

AdjectivePhrase (which results in a non-matching structure against the corpus tag)1

.

Type mismatch Thefollowing exampleshowsaPrepositionPhrasewhichmatchesthetop-level phrasaltypebut
with a mismatchat theword level (followedby a secondperfectmatch).Thefirst matchhasfounda Preposition
Phrasewhich matchesthephrasaltagin thecorpus,but thePOStagshave resultedin a mismatchasshown. The
systemhasproduceda Noun for the word flsTyny (Palestinian),whereasthe corpusspecifiesan Adjective. The
secondmatchdoesnot have a type mismatchbecauseboth corpusandsystemhave agreedon the POSof the

1. per.Rule.NO is usedby the Glassboxto refer to the np tag which can be mappedinto either a NounPhraseor an
ObjectPhrase (a NP + object marker).

[43,61] {b| nyrvh|y |sr|iyl} (1,0,6)
Matches
1. per.Rule.PrepositionPhrase

[[0,17] {^sdt t_Z|hr|t dyr vz} (2,0,14)
Matches
1. per.Rule.NounPhrase
2. per.Rule.NounPhrase

[0,9] {flsTyny|n} (1,1,0)
Matches
1. per.Rule.NounPhrase

Non-matching structures
1.
per.Rule.NO
per.Rule.AdjectivePhrase



entry.

Suchtypemismatchesareexpectedbecauseof the lexical ambiguitiespresentin Persianwords.Wordscarrying
morethat onepart-of-speecharecommonandthe lack of shortvowels alsoaddsto suchambiguities.Another
mismatchtakesplacewhenacompoundhasbeendetectedin eitherthecorpusor thesystem,but not in both.The
compoundhiyt vzyr|n (cabinet)hasbeenrecognizedby thesystemparser, but in thecorpus,it hasbeentaggedas
two separatenouns.This mismatchis presentedby the Glassboxreportas“Corpusremaining:per.Type.Noun”,
indicatingthatthecorpuscontainsanadditionalNounPOS.Notein thiscasethattherearethreepossiblematches
for this Noun Phrase.Oneof the main problemsin ambiguityencounteredin the Glassboxreport is dueto the
recognitionof compoundsin thesystem.Whena compoundis recognizedby theCompoundLookupcomponent
in the machinetranslationsystem,the inflectional information is underspecified.This resultsin unification of
several rules at the syntactic level, giving rise to ambiguous structures.

Theresultsof theGlass-BoxEvaluationcomponentwereusedto correctandedit any mistakesin thedictionary,
in thestemmeror in themorphologicalcomponent.TheGlass-Boxtool producesa reportasa simpletext format
whichcontainssomeadditionalcorpus-widestatistics.It alsoproducestheevaluationreportasasetof browsable
HTML pageswhichallowsfor browsingof thereportby testitem(sentence)or by tagcategory(e.g.resultsfor all
prepositionalphrases).Theresultallowsevaluationof thecoverageof thevariouscomponentsin thesystem(only
the dictionary, the morphological analyzer and the parser were evaluated using this tool).

It wasinitially envisagedthatthelinguistwouldalsousetheglass-boxasa testingtool in thecourseof dictionary
andgrammardevelopment.It turnedout thattheresultsof theglass-boxwereusedessentiallyto correctandadd
lexical entries.Perhapsbecausethegrammarhada relatively smallcoverage(in termof numberof constructions
covered), the linguists did not use the Glass-Boxfor the actual testing of the morphologicaland syntactic
grammars.Rather, a specifictestingtool wasdevelopedfor morphologyusingmorphologicaltestsuites(seee.g.
Dauphin & Lux 96, Klein et als. 98) and a graphical debugging tool for syntax.

4 Black-box evaluation
Translationquality wasevaluatedastheprojectprogressedby simply looking at theresultingtranslation,andfor
non-Persianspeakers,by comparingthetranslationto themanuallyproducedone.No specificevaluationcriteria
were used,except the direct comparisonwith the manually producedtranslation.As mentionedabove, this
comparisonwasmadedifficult sincetheoriginal translationswereproducedwithout any guidelines.In theend,a

[58,81] {|z Jmlh yk plys flsTyny} (2,0,29)
Matches
1. per.Rule.PrepositionPhrase
Bolero:
Type mismatch for {flsTyny}: (system) per.Type.Noun, (corpus) per.Type.Adjective

2. per.Rule.PrepositionPhrase

[28,44] {hyit vzyr|n k^svr} (3,0,23)
Matches
1. per.Rule.NounPhrase
Bolero:
Corpus remaining: per.Type.Noun

2. per.Rule.NounPhrase
Bolero:
Corpus remaining: per.Type.Noun

3. per.Rule.NounPhrase
Bolero:
Corpus remaining: per.Type.Noun



subsetof thesewerecorrectedandusedfor furtherevaluation.Theseproblemssuggesta way of automatingthe
evaluation of the quality of translations. A machine translation system will produce a target translation where:

1. All lexical equivalentsfor contentwords, single words or multi-word expressions,are containedin the
system’s dictionariesandno unknown lexical materialcanbe introduced(except for the caseof unknown
words which appear as is –or in the case of the Shiraz system, in Latin transliteration– in the output).

2. Functionswords are generatedduring transferand/orgenerationand could be introducedbasedeither on
lexical equivalences (e.g., conjunctions) and/or on pure syntactic constraints (e.g., pronouns).

3. Theword orderwill differ andin thebestof thecase,follow a normative targetgrammar. Typically, changes
in the word order correspondto the smallestset of changesthat is necessaryto producea grammatical

output.1

This suggests a rather strict set of corresponding guidelines for producing the target side of the test suite:

1. The translationshouldbebasicallya literal translation:anMT systemwill not producea radicallydifferent
kind of translation.

2. All wordsor expressionsin thetranslationmustbespecifiedin areferencebilingualdictionary(whichcanbe
a paperdictionary for example).Expressionscould even include idioms and frozenmetaphorsif they are
listed in the dictionary.

3. Thewordordershouldfollow closelythesourcewordorderexceptin thosecaseswerethiswouldproducean
ungrammatical sentence.

4. Thereshouldbeno arbitrarychangesin thesyntacticstructureof phrasesandclausesunlessusingthesame
structurewould resultsin an ungrammaticalsentencesor in a major changein meaning.For example,a
passive sentenceshouldremainin passive unlessit is impossibleto producea passive targetsentencefor any
equivalentverb,or if theuseof passive impliesamajorshift in meaning.Similarly, relativeclausesshouldbe

preferably translated by relative clauses, etc.

If thetargetsideof thetestsuitewereto beproducedmanuallyfollowing theseguidelines(which couldbebuilt
into a checkingsoftware),we canimagineanautomaticevaluationprocedurewhich would measurethedistance
betweenthetwo translations.This procedurewould besimilar to analignmentprocedureusedto align bilingual
corpora:the alignment is done modulo lexical equivalent specifiedin a dictionary (which could be usedto
measure accuracy in word-sense selection), modulo function words, and modulo some word order changes.

5 Conclusion
TheShirazprojectinitially includedthedoubleuseof glass-boxandblack-boxevaluationsasinternaltestingand
developmenttools as well as an evaluationtool for the project’s sponsors.Theseevaluationswere helpful to
externalconsumersin orderto haveapictureof thecoverageandthequalityof thesystematvarioustimesduring
the developmentof the system,andespeciallywhenthe systemdid not yet produceany translations.However,
theseevaluationswerenot usefulfor the developmentteam.Instead,the sameresultshave beenachieved more
efficiently by developingspecialpurposetools that could be integratedmoreeasily in the debuggingloop. The
testingtoolsthatweredevelopedincludedaspecificcomponentfor morphologytestingthatusedasystematically
constructedmorphologicaltestsuite(pairsof input/outputin the form of inflectedwordsandcitation form plus
morphosyntacticfeatures),anda browserto inspectinternaldatastructuresat somepointsduringprocessingthat
wasusedfor debuggingthesyntacticgrammar. A specialpurposetool would alsohave beenmoreefficient in the
case of dictionary testing and debugging.

Our evaluationswereintendedfor externalconsumption(that is, by our funders).Attemptsto usethe resultsof
these evaluations (particularly the glass-box evaluations) for internal consumption,that is, to guide the
developmentandto singleout problematicareasor areaswherecoveragewaslacking,werenot successful.We
suggestthat it is betterto separatethe taskof testingfor feedbackand improvementfrom the taskof external
evaluation.

1. This is not necessarilythecasethough,especiallyfor systemswith a sophisticatedsyntactictransfercomponents,or for
systems using a semantic representation (semantic transfer or KBMT).
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Appendix: HTML Interface for Glass-Box evaluations

The main frame:



Display by test item (sentence):

Display by category:


